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Abstract
The Large Scale Visual Recognition
Challenge based on the well-known Imagenet dataset catalyzed an intense
flurry of progress in computer vision.
Benchmark tasks have propelled other
sub-fields of machine learning forward
at an equally impressive pace, but in
healthcare it has primarily been image
processing tasks, such as in dermatology
and radiology, that have experienced
similar benchmark-driven progress. In
the present study, we performed a comprehensive review of benchmarks in
medical machine learning for structured
data, identifying one based on the Medical Information Mart for Intensive Care
(MIMIC-III) that allows the first direct
comparison of predictive performance
and thus the evaluation of progress on
four clinical prediction tasks: mortality, length of stay, phenotyping, and patient decompensation. We find that little meaningful progress has been made
over a 3 year period on these tasks,
despite significant community engagement. Through our meta-analysis, we
find that the performance of deep recurrent models is only superior to logistic regression on certain tasks. We conclude with a synthesis of these results,
possible explanations, and a list of desirable qualities for future benchmarks
in medical machine learning.
© D. Bellamy, A. Beam & L. Celi.

1. Introduction
The collection and use of electronic health
records (EHRs) has a long history, spanning
nearly 50 years, starting with the development of systems like COSTAR, PROMIS,
TMR, and HELP (Warner, 1983; Barnett,
1976; Schultz, 1971; Stead and Hammond,
1988). Despite initial barriers, the early
1990s witnessed the adoption of EHRs as
they became integrated into the physician
workstation (Litt and Loonsk, 1992; Higgins
et al., 1991), and entire hospital departments
were interfaced with them. The hope of a
learning healthcare system enabled by EHRs
has been one of the grand challenges in medical informatics (Halamka et al., 2008; Mandl
and Kohane, 2012), and there is great enthusiasm recently that machine learning may
finally unlock this potential (Beam and Kohane, 2018).
In recent years, machine learning, and in
particular deep learning, has experienced a
surge in interest and has become viewed as
the state of the art for pattern recognition.
This reputation has grown out of the remarkable progress measured on benchmark
datasets in areas such as computer vision and
natural language processing.
For example, in 2009 Deng et al. published
the initial release of the ImageNet dataset,
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which included 3.2 million annotated images
with greater diversity and accuracy than any
other image dataset at that time (Deng et al.,
2009). The following year, the annual ImageNet Large Scale Visual Recognition Challenge (ILSVRC) was launched, motivating
computer vision researchers to improve on
existing models using the same experimental set-up. Over the last 10 years, top-1 and
top-5 image classification accuracy on ImageNet have increased from 50.9% to 88.5%,
and 73.8% to 98.7%, respectively 1 . However, progress on mortality prediction, a popular healthcare prediction task, has been far
less significant, as can be seen in Figure 1.
Evaluating progress of machine learning
for healthcare is easier done for medical image processing tasks, such as in dermatology and radiology, due to the lack of privacy
concerns which enables easier sharing (Beam
and Kohane, 2016). Benchmark datasets,
like CheXpert (Irvin et al., 2019), SD-198
(Sun et al., 2016), and the annual International Skin Imaging Collaboration (ISIC)
challenge dataset (Rotemberg et al., 2020)
have been established in very much the same
fashion as ImageNet, and the same prediction tasks (e.g. image classification, object localization) and evaluation metrics have
been adopted.
However, there is a lack of literature that
measures the progress of modeling structured
medical data, such as the data in EHRs,
and it is not obvious that deep learning will
be strictly better than traditional methods
on this kind of ‘tabular‘ data relative to
imaging or text data (Schmaltz and Beam,
2020; Christodoulou et al., 2019). In order
to have a similar discussion of progress, the
performance of separately developed models
must be directly comparable, requiring the
usage of identical train/test datasets, as well

as common prediction tasks and evaluation
metrics.

In this paper, we conducted a comprehensive review of the machine learning for
healthcare literature using Web of Science,
focusing on papers that construct benchmarks for predictions using structured medical data. To our knowledge, this is the
first attempt to aggregate the evaluations of
models developed on identical experimental
set-ups in the context of structured medical
data. In our review, we found one benchmark paper based on the MIMIC-III dataset
(Johnson et al., 2016) that has had 190 citations since it was first published in 2017, 19
of which develop and test a total of 178 models (including baselines) on the same experimental set-up (Harutyunyan et al., 2019).
This group of 20 papers allows the first direct
comparison of models developed for longitudinal clinical predictions using EHR data,
and structured medical data more generally.
Section 3 quantifies the changes in model
performance over time, by model type, and
by evaluation metric. Our results show that
progress in predictive performance on these
tasks has been rather stagnant, and that
deep learning models do not perform better than traditional approaches like logistic
regression in most cases, raising questions
about the choice of datasets, pre-processing
steps, task definitions and evaluation metrics used in machine learning for structured
healthcare data.

Ultimately, we argue that the alignment of
common goals and practices plays a central
role in the progress of machine learning for
healthcare, particularly for longitudinal predictions using structured medical data. We
1. Data from:
https://paperswithcode.com/ conclude with a thorough discussion of the
pitfalls that limit this progress.
sota/image-classification-on-imagenet
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Figure 1: The progress of mortality prediction in the MIMIC-III dataset compared to image
classification on ImageNet. The left graph shows the AUROC for all mortality
prediction models developed on the benchmark established by Harutyunyan et al.
(2019), whereas the right graph shows the top-5 classification accuracy on ImageNet. The lines on each graph connect the performances of the best model over
time.

2. Methods

cluding: medical images, electroencephalogram (EEG), human voice, clinical notes,
biomedical text, genetics and other molecular data, and electrocardiogram (ECG) data.
For each selected publication, we reviewed
their proposed experimental set-up to determine if it met our definitions, and if so, we reviewed its citations to evaluate whether there
was a sufficient number of results to aggregate. The data from these publications were
then analyzed using R.

2.1. Study selection
The core collection of the Web of Science
was searched for the following query: ALL
FIELDS: ((benchmark OR benchmarking)
AND (medical OR healthcare OR medicine
OR clinical) AND (machine learning)). The
earliest publication matching this query was
published in 1995, so our search spanned
from 1995 to current day. These publications
were reviewed for any that were proposing a
benchmark experimental set-up for a clinical
prediction task using structured data. We
define a benchmark task to be the combination of 1) a publicly available dataset with a
well-defined train/test split, 2) one or more
clearly defined prediction tasks, and 3) predefined metrics for performance evaluation.
We define structured data as data that is
naturally represented in tabular form, and
differentiate this type of data from the many
other kinds in medical machine learning, in-

2.2. Data Availability
The data supporting our study and conclusions will be made publicly available after the
anonymous review period ends.

3. Results
The Web of Science query resulted in 1,127
publications between January 1, 1995 and
September 21, 2020. It is worth noting that
1,031 (91.5%) of these were published from
3
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tyunyan et al., 2019; Sheikhalishahi et al.,
2020). However, the study by Sheikhalishahi et al. (2020) was only published a few
months prior to this writing and had yet to
be cited, leaving no results to be aggregated.
The paper by Purushotham et al. (2018) had
been cited approximately 80 times, but their
benchmark included 6 different sets of features for training and testing, and 8 definitions of mortality prediction, making it difficult to aggregate results from other publications as there were few instances of identical
overlap.
The paper by Harutyunyan et al. (2019)
was the one exception, having published a
single train/test split of their pre-processing
of the MIMIC-III dataset on Zenodo2 , along
with 4 precisely defined prediction tasks:
mortality, length of stay (LOS), patient decompensation, and phenotype (ICD-9 code
group). Briefly, mortality prediction was
posed as a binary classification task using
the first 48 hours of an ICU stay (main metric: AUROC). LOS was defined as a multiclass classification task where the LOS for
each ICU stay was divided into 10 categories based on length (main metric: Cohen’s
kappa). Patient decompensation was defined as a series of binary classification tasks,
where the outcome is death in the ensuing
24 hours and the prediction is made at every
hour of an ICU stay (main metric: AUROC).
Finally, phenotyping was also defined as a
multi-class classification task where ICD-9
codes were divided into 25 disease groups
(main metric: Macro AUROC). This study
was cited approximately 190 times since its
original publication in 2017, of which 19 reported on the development of one or more
prediction models for at least 1 of the 4 tasks
defined by this benchmark study using exactly the same experimental set-up. This

2010 onward, highlighting the trend in machine learning for healthcare over the last
decade, which has also been noted by others (Beaulieu-Jones et al., 2019). Reviewing these publications revealed many studies
that have proposed benchmark datasets, and
in a few cases benchmark tasks that meet our
definition (see Section 2.1 for this definition),
across a wide array of medical disciplines.
For example, there have been benchmark
datasets proposed for peripheral blood cell
recognition (Acevedo et al., 2020), brain
tumor image segmentation (Menze et al.,
2014), tuberculosis identification from X-ray
images (Jaeger et al., 2014), cervical cytology
analysis (Zhang et al., 2019), glaucoma detection (Salam et al., 2017), ischemic stroke
lesion segmentation from MRI images (Maier
et al., 2017), seizure detection (Harati et al.,
2014), human activity sensing and motion
assessment (Kawaguchi et al., 2011; Ebert
et al., 2017), voice disorder detection (Cesari et al., 2018), demographic trait detection from clinical notes (Feder et al., 2020),
biomedical knowledge link prediction (Breit
et al., 2020), molecular machine learning
(Wu et al., 2018), ECG interpretation (Wagner et al., 2020), ICU predictions such as
mortality, length of stay, patient decline, and
phenotyping (Harutyunyan et al., 2019; Purushotham et al., 2018; Sheikhalishahi et al.,
2020), neurodegenerative disorder diagnosis
(Tagaris et al., 2018), prostate cancer survival prediction (Guinney et al., 2017), and
several tasks from the UCI machine learning repository such as predicting chronic kidney disease, diabetes, breast cancer and more
(Dua and Graff, 2017).
Although many benchmark datasets were
found, only a small minority used structured data accompanied by publicly available train/test splits and precisely defined
prediction tasks. In particular, 3 papers proposed benchmark experimental set-ups using
MIMIC-III (Purushotham et al., 2018; Haru-

2. Harutyunyan, H. et al. MIMIC-III benchmark
repository. Zenodo, https://doi.org/10.5281/
zenodo.1306527 (2018).
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for structured healthcare data is the lack of
universal benchmarks (Shickel et al., 2017).
This has resulted in persistent debates across
several fields over the relative performance of
regression models (e.g. logistic regression),
traditional machine learning techniques (e.g.
decision trees, support vector machines, random forests), and deep learning (e.g. RNNs)
(Christodoulou et al., 2019).
Attempting to systematically search for
benchmark experimental set-ups is challenging, particularly because of the varying usage
of the term ”benchmark”. This term is used
as both a noun (a benchmark ) and a verb
(to benchmark ), making it difficult to locate
benchmark experimental set-ups in the literature, as the searches are populated by many
studies using the term in unrelated ways. For
instance, models that are commonly used as
points of comparison (e.g. logistic regression,
SVM, random forest) will frequently be referred to as ”benchmarks”, although ”baselines” would be more appropriate and would
help distinguish these models from the experimental set-ups themselves in the literature.
Similarly, the term is frequently used in papers that are setting ”the benchmark” for a
prediction task, or in other words, they are
establishing the new state of the art (SOTA).
And finally, the verb usage, ”to benchmark”,
is commonly used in papers that are comparing a newly developed model to a pre-existing
reference point, when the term ”to compare”
should suffice.
However, even after identifying a benchmark experimental set-up, it may still be
challenging to aggregate results of separate
studies in order to evaluate progress. As
noted above, the paper by Harutyunyan et al.
(2019) was cited 190 times, but only 19 were
replicating the experimental set-up exactly.
As one would expect, some of these citations
4. Discussion
were only referring to this benchmark to proIt has been noted before that a major im- vide context for their study. However, many
pediment to the progress of machine learning other studies used the experimental set-up
resulted in a total of 210 models to compare. Among these 210 models, 172 were
trained using the default data provided by
the MIMIC-III benchmark, 18 used additional MIMIC-III data, and 20 used data external to MIMIC-III.
Table 1 shows the tasks attempted by
each of the 19 studies. It is apparent that
mortality prediction is the most frequently
attempted task, followed by phenotyping,
while only a few studies attempted LOS prediction. Figure 2 is a plot of the performance
of each model from the papers that replicated
the Harutyunyan benchmark over time. The
best performing model from each paper is
highlighted, and a linear model was fit to
quantify the trends in performance. The
slope of each regression line is provided on
the figure, as well as an associated p-value.
None of the slopes were significantly different
from 0.
Table 2 compares the performance of the
most commonly used baseline models on each
of the 4 prediction tasks: logistic regression,
a standard LSTM RNN, a standard GRU
RNN, and the Simply Attend and Diagnose
(SAnD) system of Song et al. (2017), which
is based on a novel attention mechanism. We
can see that none of the deep learning models
perform significantly better than logistic regression for mortality and length of stay prediction, whereas they perform slightly better on phenotype and decompensation prediction.
In the appendix, Figure 3 visualizes the
trends in performance over time by AUPRC
rather than AUROC for mortality prediction
and decompensation prediction. The slopes
of the linear regression are not significantly
different from zero, similar to Figure 2.

5
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Table 1: Benchmark tasks attempted by each study that used the same experimental set-up
as Harutyunyan et al. (2019).
Study
Song et al. (2017)
Bahadori (2018)
Jin et al. (2018)
Gao et al. (2020a)
Ma et al. (2020b)
Ma et al. (2020a)
Gupta et al. (2018)
Oh et al. (2019)
Bahadori and Lipton (2019)
Gao et al. (2020b)
Hosseini et al. (2019)
Qiu et al. (2019)
Xu et al. (2019)
Lu et al. (2019)
Popkes et al. (2019)
Chakraborty et al. (2019)
Rethmeier et al. (2020)
Sousa et al. (2020)
Horn et al. (2019)

Mortality

7
7
7

Length of Stay

Phenotyping

Decompensation

7

7
7

7

7

7

7

7
7

7
7
7

7
7
7
7
7
7
7
7
7
7

7

with modifications that prevent the direct
comparison of results. For example, Xu et al.
(2018b) developed models for LOS and patient decompensation prediction, but used
a subset of the data called the MIMIC-III
Waveform Database Matched Subset. Other
issues include modifying the pre-processing
steps (Xu et al., 2018a), train/test split
(Choudhury et al., 2019), task definitions (Islam et al., 2017), applying custom patient exclusion criteria (Oh et al., 2018), and combinations thereof. This problem is not unique
to MIMIC-III benchmarks either. For example, Tagaris et al. (2018) discusses the variability in experiments for Alzheimer’s disease
prediction using the ADNI dataset launched
in 2008 (Jack Jr et al., 2008).

7
7

7
7

of machine learning. For instance, there does
not appear to be any significant progress
in predictive performance since this benchmark was established, and logistic regression
seems to do nearly as well as LSTM, GRU
and attention-based models. These results
raise questions about the optimal choice of
datasets, pre-processing steps, task definitions, and evaluation metrics used for structured healthcare data. Each of these will be
discussed in the subsequent section.

5. Recommendations for Future
Benchmark Tasks

Based on the results of our analysis, we offer
the following concrete advice to inform fuFigure 2 and Table 2 further the debate ture benchmarks for medical machine learnover which methods are superior for this area ing.
6
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Figure 2: Performance of all models from the papers that replicated the Harutyunyan
benchmark over time. The best model from each paper is indicated in purple,
whereas other models are indicated in grey. Linear regression models were fit to
the best model performances to quantify trends. β is the slope of the regression
and p is its corresponding p-value. See Section 3 for a definition of each of the
four tasks in this figure.

5.1. Datasets

contain data from multiple hospitals, and
models should be trained and tested on data
from differing time periods. Futoma et al.
(2020) argue that the notion of generalisability in machine learning for healthcare is a
myth, which would suggest that benchmarks
in this field may be designed to drive either
methodological progress or implementation
progress, but not both.

Unlike other areas of machine learning, the
ground truth for healthcare data changes
across time and space, since clinical practices
are not stationary and vary between hospitals. For example, a study by Nestor et al.
(2019) demonstrated the decay in predictive
performance of several model types over time
using health record data. This poses a difficult challenge for deploying models in the
clinic and is an important consideration in
the future design of benchmark datasets and
the evaluation of models. The benchmark
proposed this year by Sheikhalishahi et al.
(2020) used similar reasoning to argue that
our selection of benchmark datasets should

The issue of fairness is also intertwined
with our choice of datasets. For instance, if
a clinical prediction model relies on features
that are expensive to collect and are not
routinely measured in low-to-middle-income
countries (LMICs), the benefits experienced
by these models will not be shared equally.
7
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Table 2: Comparison of the most commonly used models to logistic regression (LR). The
mean evaluation metric is provided for each model type and prediction task, with
standard error in parentheses. Mortality and decompensation use AUROC, while
phenotyping uses Macro AUROC and length of stay uses Cohen’s kappa coefficient.
Means were compared to LR using two-sided t-tests. Bolded values are significantly
different from LR at the p = 0.05 level.
Prediction Task
Mortality
Length of stay
Phenotype
Decompensation

LR
0.834
0.385
0.738
0.870

(0.0128)
(0.0172)
(0.00199)
(0.00113)

LSTM
0.850 (0.00749)
0.439 (0.00694)
0.770 (0.000474)
0.898 (0.00348)

GRU
0.847 (0.0122)
0.386 (*)
0.767 (0.001)
0.897 (0.00332)

SAnD
0.851 (0.00521)
0.415 (0.0138)
0.768 (0.00136)
0.895 (0.00521)

*GRU was only reported once for length of stay, so no standard error can be calculated.
Deliberato et al. (2019) demonstrate the pro- 5.3. Prediction Tasks
cess of developing a mortality prediction
Structured medical data, in contrast to data
model using less expensive clinical variables.
in computer vision, suffers from the fact that
there are many possible outcome variables,
and each may be of substantive interest to
different groups of medical researchers. Each
5.2. Pre-Processing Steps
outcome is also high-dimensional; even a
Pre-processing of longitudinal electronic clinical concept as seemingly binary as morhealthcare data may be carried out in numer- tality may be defined over various timespans
ous ways, leading to many possible variations (e.g. 30-day mortality, 1-year mortality),
in experimental set-ups. Inclusion/exclusion and using varying windows of input informacriteria, handling of missing values, and han- tion (e.g. first 24 hours of an ICU stay versus
dling of class imbalance are only a few ex- first 48 hours).
The apparent lack of progress on the Haruamples of such steps. So long as experiments
are performed on the same benchmark, these tyunyan benchmark may be due to the choice
discrepancies should be minimized, although of the tasks themselves. For instance, morthe construction of the benchmark requires tality prediction could be a poor target, since
making several of these decisions. A chal- it is affected by discretionary factors such as
lenging, yet frequently under-estimated pre- the implicit biases of clinicians, patients and
processing step is the curation of clinical con- their family. A homeless person with no socepts necessary for the benchmark. For ex- cial support may have a different probability
ample, blood sugar may be measured by a of dying in the ICU compared to a grandparbedside leukometer or by a lab test. These ent with family even if they have the same
two measurements have different specificity condition, resulting in outcome variability
and sensitivity, yet the variable for blood that is not biologically meaningful, robust or
sugar in a dataset may combine them. In equitable.
A significant disadvantage of machine
these cases, the clinical concept can only be
reliably curated if meta-data on the type of learning for structured healthcare data is
that there is no proxy for Bayes error. In
measurement is present.
8
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medical image processing, trained physicians
can perform the tasks and provide a lower
bound for the optimal error rate. With tasks
such as mortality prediction, we cannot be
sure if we are already at the Bayes error limit,
and it is possible that the notion of Bayes error is not useful in this context because of the
shifting ground truth of these predictions.

alent predictive performance while improving model interpretability or uncertainty estimation. Nonetheless, we thought it was
necessary to aggregate these results in order to perform a comprehensive evaluation
of progress on this benchmark.

5.4. Evaluation Metrics

The majority of existing benchmarks in machine learning for healthcare use medical images and far fewer exist for structured medical data. Among these, it is common that
datasets are published without a full specification of an experimental set-up, such as
a publicly available train/test split, precise
task definitions, and evaluation metrics. Although the term ”benchmark” is used very
flexibly in practice, we argue that it should
be reserved for referring to complete experimental set-ups to facilitate the process of
evaluating progress in the field.
After comparing the results of 20 studies
that built models on the same benchmark, we
found evidence that there had not been very
much progress in predictive performance over
time or by model type. Although strong predictive performance is not the only desirable
quality of a clinical prediction model, it is
nonetheless a necessary criterion.
Nearly 20 years ago, Moody and Mark
(2001) wrote an article discussing the impact
of the MIT-BIH Arrhythmia Database on the
automated classification of arrhythmias since
it was first published in 1982 (Mark et al.,
1982). They underscored the organizing effects the dataset had on the field and the
progress it drove in ECG modelling. Today,
the inter-patient accuracy of the top model is
99.5%, 3 suggesting that with the right alignment of our goals and practices significant
improvement in modelling structured medical data should be possible.

6. Conclusion

In this literature review, the majority of papers reported multiple metrics, with AUROC
being the most common. A potential pitfall
is when papers choose non-overlapping sets
of evaluation metrics, preventing direct comparisons of their results. Ideally, all benchmarks should specify a common set of evaluation metrics to be used, and all subsequent
work should follow this specification. It is
also important to consider how the metrics
are being calculated, since different software
may use different approaches. A good practice is to use open-source implementations
of each evaluation metric whenever possible. A comparison of Figures 2 and 3 reveals
that evaluations based on AUROC versus
AUPRC arrive at similar conclusions, suggesting that they may be equally useful but
providing both metrics is preferred.
5.5. Limitations
The review process carried out in this study
may have missed other publications of benchmarks using structured medical data with
enough results to aggregate and analyze. If
this is the case, it is possible that new data
could support a different conclusion about
the state of progress in this area of machine learning for healthcare, although we
believe this is unlikely. A limitation of
aggregating the results on the Harutyunyan benchmark is that some studies were
not aiming primarily at improving predictive
performance but rather maintaining equiv-

3. https://paperswithcode.com/sota/
arrhythmia-detection-on-mit-bih-ar
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José Rodellar. A dataset of microscopic
Electrical Engineering, 68:310–321, 2018.
peripheral blood cell images for development of automatic recognition systems. Prithwish Chakraborty, Fei Wang, Jianying
Hu, and Daby Sow. Explicit-blurred memData in Brief, page 105474, 2020.
ory network for analyzing patient elecMohammad Taha Bahadori. Spectral capsule
tronic health records.
arXiv preprint
networks. 2018.
arXiv:1911.06472, 2019.
Mohammad
Taha
Bahadori
and Olivia Choudhury, Aris Gkoulalas-Divanis,
Theodoros Salonidis, Issa Sylla, YoonyZachary Chase Lipton.
Temporaloung Park, Grace Hsu, and Amar
clustering
invariance
in
irregular
Das. Differential privacy-enabled federhealthcare time series. arXiv preprint
ated learning for sensitive health data.
arXiv:1904.12206, 2019.
arXiv preprint arXiv:1910.02578, 2019.
GO Barnett. Computer-stored ambulatory
record (costar). us department of health, Evangelia Christodoulou, Jie Ma, Gary S
Collins, Ewout W Steyerberg, Jan Y Vereducation, and welfare. Public Health
bakel, and Ben Van Calster. A systemService, Health Resources Administration,
atic review shows no performance benefit
National Center for Health Services Reof machine learning over logistic regression
search, 1976.
for clinical prediction models. Journal of
clinical epidemiology, 110:12–22, 2019.
Andrew L Beam and Isaac S Kohane. Translating artificial intelligence into clinical Rodrigo
Octávio
Deliberato,
Guilcare. Jama, 316(22):2368–2369, 2016.
herme Goto Escudero, Lucas BulgarAndrew L Beam and Isaac S Kohane. Big
data and machine learning in health care.
Jama, 319(13):1317–1318, 2018.

elli, Ary Serpa Neto, Stephanie Q Ko,
Niklas Soderberg Campos, Berke Saat,
Edson Amaro Júnior, Fabio Silva Lopes,
and Alistair EW Johnson. Severitas: An
externally validated mortality prediction
for critically ill patients in low and middleincome countries. International journal of
medical informatics, 131:103959, 2019.

Brett Beaulieu-Jones, Samuel G Finlayson,
Corey Chivers, Irene Chen, Matthew McDermott, Jaz Kandola, Adrian V Dalca,
Andrew Beam, Madalina Fiterau, and
Tristan Naumann. Trends and focus of Jia Deng, Wei Dong, Richard Socher, Limachine learning applications for health
Jia Li, Kai Li, and Li Fei-Fei. Imagenet:
research. JAMA network open, 2(10):
A large-scale hierarchical image database.
e1914051–e1914051, 2019.
In 2009 IEEE conference on computer vision and pattern recognition, pages 248–
Anna Breit, Simon Ott, Asan Agibetov,
255. Ieee, 2009.
and Matthias Samwald. Openbiolink: A
benchmarking framework for large-scale Dheeru Dua and Casey Graff. UCI machine
learning repository, 2017. URL http://
biomedical link prediction. Bioinformatarchive.ics.uci.edu/ml.
ics, 2020.
10

Progress of machine learning for structured medical data

Andre Ebert, Chadly Marouane, Christian Priyanka Gupta, Pankaj Malhotra, Lovekesh
Vig, and Gautam Shroff. Transfer learnUngnadner, and Adrian Klein. An open,
ing for clinical time series analysis using
labeled dataset for analysis and assessment
recurrent neural networks. arXiv preprint
of human motion. In International ConferarXiv:1807.01705, 2018.
ence on Wireless Mobile Communication
and Healthcare, pages 99–106. Springer,
John D Halamka, Kenneth D Mandl, and
2017.
Paul C Tang. Early experiences with perAmir Feder, Danny Vainstein, Roni Rosensonal health records. Journal of the Amerfeld, Tzvika Hartman, Avinatan Hassidim,
ican Medical Informatics Association, 15
and Yossi Matias. Active deep learning
(1):1–7, 2008.
to detect demographic traits in free-form
clinical notes. Journal of Biomedical In- A Harati, S Lopez, I Obeid, J Picone, MP Jaformatics, page 103436, 2020.
cobson, and S Tobochnik. The tuh eeg corpus: A big data resource for automated
Joseph Futoma, Morgan Simons, Trishan
eeg interpretation. In 2014 IEEE Signal
Panch, Finale Doshi-Velez, and Leo AnProcessing in Medicine and Biology Symthony Celi. The myth of generalisability
posium (SPMB), pages 1–5. IEEE, 2014.
in clinical research and machine learning
in health care. The Lancet Digital Health, Hrayr Harutyunyan, Hrant Khachatrian,
2(9):e489–e492, 2020.
David C Kale, Greg Ver Steeg, and Aram
Galstyan. Multitask learning and benchJunyi Gao, Cao Xiao, Lucas M Glass, and
marking with clinical time series data. SciJimeng Sun. Dr. agent: Clinical preentific data, 6(1):1–18, 2019.
dictive model via mimicked second opinions. Journal of the American Medical
Informatics Association, 27(7):1084–1091, Stanley B Higgins, Keyuan Jiang, Bridget B
Swindell, and GR Bernard. A graphical
2020a.
icu workstation. In Proceedings of the Annual Symposium on Computer Application
Junyi Gao, Cao Xiao, Yasha Wang, Wen
in Medical Care, page 783. American MedTang, Lucas M Glass, and Jimeng Sun.
ical Informatics Association, 1991.
Stagenet: Stage-aware neural networks for
health risk prediction. In Proceedings of
The Web Conference 2020, pages 530–540, Max Horn, Michael Moor, Christian Bock,
Bastian Rieck, and Karsten Borgwardt.
2020b.
Set functions for time series.
arXiv
Justin Guinney, Tao Wang, Teemu D
preprint arXiv:1909.12064, 2019.
Laajala, Kimberly Kanigel Winner,
J Christopher Bare, Elias Chaibub Neto, Anahita Hosseini, Tyler Davis, and Majid
Suleiman A Khan, Gopal Peddinti, Antti
Sarrafzadeh. Hierarchical target-attentive
Airola, Tapio Pahikkala, et al. Predicdiagnosis prediction in heterogeneous intion of overall survival for patients with
formation networks. In 2019 International
metastatic castration-resistant prostate
Conference on Data Mining Workshops
cancer: development of a prognostic
(ICDMW), pages 949–957. IEEE, 2019.
model through a crowdsourced challenge
with open clinical trial data. The Lancet Jeremy Irvin, Pranav Rajpurkar, Michael
Ko, Yifan Yu, Silviana Ciurea-Ilcus, Chris
Oncology, 18(1):132–142, 2017.
11

Progress of machine learning for structured medical data

Feng, Mohammad Ghassemi, Benjamin
Chute, Henrik Marklund, Behzad HaghMoody, Peter Szolovits, Leo Anthony Celi,
goo, Robyn L. Ball, Katie S. Shpanand Roger G Mark. Mimic-iii, a freely acskaya, Jayne Seekins, David A. Mong,
cessible critical care database. Scientific
Safwan S. Halabi, Jesse K. Sandberg,
data, 3(1):1–9, 2016.
Ricky Jones, David B. Larson, Curtis P.
Langlotz, Bhavik N. Patel, Matthew P.
Lungren, and Andrew Y. Ng. Chexpert: Nobuo Kawaguchi, Nobuhiro Ogawa, Yohei
Iwasaki, Katsuhiko Kaji, Tsutomu TerA large chest radiograph dataset with unada, Kazuya Murao, Sozo Inoue, Yoshihiro
certainty labels and expert comparison.
Kawahara, Yasuyuki Sumi, and Nobuhiko
CoRR, abs/1901.07031, 2019. URL http:
Nishio. Hasc challenge: gathering large
//arxiv.org/abs/1901.07031.
scale human activity corpus for the realworld activity understandings. In ProceedKazi T Islam, Christian R Shelton, Juan I
ings of the 2nd augmented human internaCasse, and Randall Wetzel. Marked point
tional conference, pages 1–5, 2011.
process for severity of illness assessment.
In Machine Learning for Healthcare ConHI Litt and JW Loonsk. Digital patient
ference, pages 255–270, 2017.
records and the medical desktop: an integrated physician workstation for medical
Clifford R Jack Jr, Matt A Bernstein, Nick C
informatics training. In Proceedings of the
Fox, Paul Thompson, Gene Alexander,
Annual Symposium on Computer ApplicaDanielle Harvey, Bret Borowski, Paula J
tion in Medical Care, page 555. American
Britson, Jennifer L. Whitwell, Chadwick
Medical Informatics Association, 1992.
Ward, et al. The alzheimer’s disease neuroimaging initiative (adni): Mri methods. Journal of Magnetic Resonance Imag- Qiuhao Lu, Nisansa de Silva, Sabin Kafle,
Jiazhen Cao, Dejing Dou, Thien Huu
ing: An Official Journal of the InternaNguyen, Prithviraj Sen, Brent Hailpern,
tional Society for Magnetic Resonance in
Berthold Reinwald, and Yunyao Li. LearnMedicine, 27(4):685–691, 2008.
ing electronic health records through hyperbolic embedding of medical ontologies.
Stefan Jaeger, Sema Candemir, Sameer AnIn Proceedings of the 10th ACM Intertani, Yı̀-Xiáng J Wáng, Pu-Xuan Lu, and
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cole, Yingzhen Li, José Miguel HernándezLobato, Yordan Zaykov, and Cheng
RG Mark, PS Schluter, G Moody, P DeZhang.
Interpretable outcome predicvlin, and D Chernoff. An annotated ecg
tion
with
sparse bayesian neural netdatabase for evaluating arrhythmia detecworks
in
intensive
care. arXiv preprint
tors. In IEEE Transactions on Biomedical
arXiv:1905.02599, 2019.
Engineering, volume 29, pages 600–600.
IEEE-INST ELECTRICAL ELECTRON- Sanjay Purushotham, Chuizheng Meng,
ICS ENGINEERS INC 345 E 47TH ST,
Zhengping Che, and Yan Liu. BenchmarkNEW YORK, NY . . . , 1982.
ing deep learning models on large healthcare datasets. Journal of biomedical inforBjoern H Menze, Andras Jakab, Stefan
matics, 83:112–134, 2018.
Bauer, Jayashree Kalpathy-Cramer, Keyvan Farahani, Justin Kirby, Yuliya Burren, Riyi Qiu, Yugang Jia, Mirsad Hadzikadic,
Nicole Porz, Johannes Slotboom, Roland
Michael Dulin, Xi Niu, and Xin
Wiest, et al. The multimodal brain tumor
Wang.
Modeling the uncertainty in
image segmentation benchmark (brats).
electronic health records: a bayesian
IEEE transactions on medical imaging, 34
deep learning approach. arXiv preprint
(10):1993–2024, 2014.
arXiv:1907.06162, 2019.
George B Moody and Roger G Mark. Nils Rethmeier, Necip Oğuz Şerbetci, SebasThe impact of the mit-bih arrhythmia
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Appendix

Figure 3: Performance of models from the papers that replicated the Harutyunyan benchmark and that reported AUPRC as an evaluation metric. The best model from
each paper is indicated in purple, whereas other models are indicated in grey.
Linear models were fit to the best model performances to quantify trends. β is
the slope of the regression and p is its corresponding p-value. See Section 3 for a
definition of mortality and decompensation prediction.

16

